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Cl oudy wi th 'a.g&"ﬁnce

A Large scientific databases in the cloud

0 On-demand resources very attractive to scientists who
dondot want to become data mana

o0 But how easy is it really?

A Getting the data into the cloud
d Partition the data
d Migrate data to the cloud
A Querying the data in the cloud
d Deal with distributed databases
d Divide and conquer query workload
d Query tiling prototype
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Data partitioning (slicing) ‘ e

A Size limits for database instances
o0 Amazon EC2: 1 TB, Microsoft Azure: 10 GB!

A Large datasets will have to be partitioned
o0 1 TB partitions not too bad
0 Much smaller partitions may be problematic

A Use GrayWulf slicing schema
0 Shared data store architecture
0 Deployed on 3 -tier GrayWulf hardware
0 Used for Pan -STARRS science database
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Pan-STARRS data slicing
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